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Digital transformation, largely enabled by the commoditization of massive compute resources by 
cloud computing vendors has changed the way applications are developed, deployed and main-
tained. It has allowed for much faster application development iterations by organisations to meet 
ever changing and increasingly complex customer expectations.  

The customised digital experiences pioneered by the likes of Amazon and Netflix has created a 
defacto standard of customer experience that all organisations aspire to in order to acquire and 
maintain customers. The COVID-19 pandemic also created a paradigm shift to more digital economic 
activities across the globe. Flowing from this transformation, is the vast amounts of data that are 
collected by various service providers. These collected data need to be stored in durable data stores.  

The Java Platform has always had excellent support for relational database management systems 
(RDBMS) through the Java Database Connectivity (JDBC) API. The Jakarta EE Platform, hitherto 
known as Java EE, also has excellent support for SQL through abstractions such as the Jakarta 
Persistence API. With the rise in popularity of alternative data storage paradigms, enterprises have 
more choices outside of the traditional SQL data format for structuring, analysing, storing and que-
rying application data.  

This guide takes a look at alternative SQL data storage for enterprise applications using the MongoDB 
and the Morphia Java library. We start off with a brief history and evolution of the NoSQL data para-
digm, then take a look at some key advantages and downsides of NoSQL, then we proceed to data 
modelling, creating, updating, reading and deleting data in MonoDB in a Jakarta EE application using 
the Morphia Java library. By the end of this guide, you will have a solid foundation of how to use the 
MongoDB NoSQL database in your Jakarta EE applications. Let’s get started!  

A Brief History Of NoSQL
Traditionally, enterprises stored their SQL data in relational database management systems (RDBMS). 
This system served and still serves its purpose very well. However, with the rise of the popularity 
of the aforementioned digital transformation in the early 2000s, coupled with the drop in storage 
prices, enterprises began to collect huge amounts of data that needed to be processed, analysed 
and stored, sometimes on the fly. Almost all of this massive amount of data was generated through 
web applications usage by people. The rapid change in delivering superior digital experiences to 
customers meant enterprises needed to change the way applications were developed. 

One of the core changes had to do with how application data was structured. The much more strict 
and rigid SQL data format meant developers needed to model complex data ahead of time. However, 
the pace of change in delivering the new digital experiences meant that most of the time, application 
data had to go through many iterations during development. Enterprises began to coll 

It was around this same time that the Agile Manifesto was gaining popularity. Agile meant faster 
application iteration, and this meant application data needed to be flexible to allow for much more 
fluidity. The rise of the commoditization of compute resources also meant that developers could 
spread their databases across multiple servers to scale out rather than scale up. Spreading appli-
cation data across servers also meant the ability to place the data close to end users. 

https://agilemanifesto.org/
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The Origin of The NoSQL Name
All these factors combined to popularise an already existing data storage paradigm name. In 1998, 
Carlo Strozzi, an Italian software engineer released a DBMS that did not use the SQL language for 
querying. He called his database NoSQL, to stand for a database that did not use SQL. His database 
however, was more in line with the existing relational model than the latter schemaless ones. Even 
though his database was relational, the name he had coined for it would come to be associated with 
a very opposite database technology.  

The Rise of Schemaless Databases 
The term NoSQL was again used by Johan Oskarsson and Eric Evans in 2009 to describe schema-
less, non-relational databases. The distributed, non-relational model of NoSQL database technology 
made it the almost perfect choice for companies like Twitter, Google and Facebook that had amassed 
massive datasets from their web applications. These data sets needed to be analysed for insights 
and the much more flexible nature of the NoSQL database technology was a fit for purpose.  

Big Data And NoSQL 
The term Big Data was coined in 2005 by Roger Mougalas to refer to data that was mind bogglingly 
large such that it was impossible to process and manage using existing tools. This was the kind of 
data that the aforementioned companies were collecting towards the end of the first decade of this 
century. With the ability of NoSQL database systems to handle both structured and unstructured 
data, and their support for both for flexible horizontal scaling and on the fly data analysis, these 
companies started adopting the technology. 

Naturally, NoSQL database technologies started gaining popularity. Different types we developed, 
culminating in different NoSQL database types. Almost all the current NoSQL databases are open 
source. The cloud vendors have developed their own NoSQL offerings as part of their cloud portfolio. 
As the cost of storage keeps going down, and enterprises collect large data sets, NoSQL database 
management systems play a pivotal role in storing and making sense of all this data.  

Options for Serverless in Java

http://www.strozzi.it/cgi-bin/CSA/tw7/I/en_US/NoSQL/Home%20Page
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NoSQL And ACID 

One of the features of the traditional SQL DBMS systems is that they support the concept of ACID - 
Atomicity, Consistency, Isolation, Durability. These constructs give general guarantees about data 
that is put into a typical RDBMS, irrespective of any mishap such as power or hardware failure that 
happens during data insertion. The application of these features to a given database operation is 
called a transaction, meaning all the given operation is carried out as a single unit. The quintessential 
example of an ACID  transaction is the ATM withdrawal.  

Atomicity 

Atomicity refers to treating a given set of actions 
as a single unit. In the ATM cash withdrawal 
example, the dispensing of cash and the debit-
ing of the client account is considered a single 
unit of work that should both succeed or none 
of them should. Relational databases use the 
concept of transactions to ensure the atomicity 
of operations. 

 
Consistency 

Consistency refers to the stability and consist-
ency of the state of the database after a given 
write operation. This means database rules 
such as validation should be applied consist-
ently in a way that the state of the database is 
always consistent with the data.  

Isolation 

Isolation refers to the keeping of the database 
state after the execution of concurrent trans-
actions. The state should be no different from 
if the transactions had been executed sequen-
tially. In the ATM example, if a check deposit and 
ATM withdrawal happen on the same account, 
the resulting account balance should be the 
same as if the two operations were carried out 
one after the other. 

Durability 

Durability refers to the writing of data to dura-
ble, non-volatile storage. Once a transaction is 
committed, the data should be available even 
if a power failure, for instance, happened right 
after the transaction was committed. In the 
ATM example, once the withdrawal transaction 
is committed, even if there was power failure 
right after, the account balance must still reflect 
the withdrawal. 

Some NoSQL database systems have some support for ACID. But in general, the nature of NoSQL 
databases make the attainment of full ACID compliance a challenge. However, different NoSQL 
database systems have come up with alternatives to ACID for enterprises that need it. 
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Advantages of NoSQL Database Systems 

NoSQL database systems, by their very nature, do have a number of advantages that can be appealing 
to enterprises coming from the relational world. Among these advantages are. 

Flexible Data Models 
The flexibility of NoSQL database systems 
means that the data can change without hav-
ing to update the database. The data scheme 
can be considered “dynamic,” changing to suit 
the data being inserted. This results in a lot of 
flexibility during development and bug fixing. 
It also means that development teams can 
iterate much faster, pushing out new features 
far faster than is possible when using RDBMS. 
 

Faster Queries 
NoSQL database systems are designed and opti-
mised for querying. Unlike RDBMS that use JOIN 
for fetching data across multiple tables, NoSQL 
systems are optimised for queries through the 
way the data is stored. Most data that will be read 
together are stored together, rather than sepa-
rately. This can result in much faster queries.   
 
 

Scaling 
NoSQL database systems allow for horizontal 
scaling-out, where you can add more commod-
ity hardware when the need arises. This can 
result in significant cost savings compared to the 
typical vertical scale-up of RDBMS. With the rise 
in cloud vendors and massive commoditization 
of compute power, horizontal scaling can be a 
significant cost saving consideration. 

Easier Developer Experience 
The very flexible, schemaless nature of NoSQL 
means developers can turn out faster features. 
NoSQL data can also be mapped directly to the 
data models of the application programming 
language used by the developers. This allows 
for less context switches and reduces imped-
ance mismatch.  

 
Faster Application Iteration 
The flexible nature of NoSQL means applica-
tion development teams can iterate application 
features faster. The ability to have the database 
adjust to the application data model relieves 
development teams of having to model and map 
application data to the database. This in turn 
frees them to implement application features 
much faster.  

Store Different Kinds Of Data 
NoSQL systems allow the storage and retrieval 
of structured, semi-structured and unstructured 
data, depending on the need of the application. 
A typical enterprise application can have differ-
ent types of data that need storing at different 
phases of application use. The flexible nature of 
NoSQL systems allow for the storing of all these 
kinds of data.  

https://en.wikipedia.org/wiki/Object%E2%80%93relational_impedance_mismatch
https://en.wikipedia.org/wiki/Object%E2%80%93relational_impedance_mismatch
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Disadvantages Of NoSQL Databases 

Despite its advantages, NoSQL database systems do present some disadvantages as well. These 
include. 

No Full ACID Support 
As stated in the section on ACID, NoSQL data-
base systems have very mixed support for ACID, 
ranging from varying support in some systems 
to no support in others. There are enterprise 
applications that require ACID support across 
multiple data points. For such enterprises, 
NoSQL database systems are not a good fit.

 

Large Storage Use
NoSQL database systems are designed and 
optimised for application querying. As such, 
application data is often duplicated to achieve 
faster queries. This can result in significant 
storage space use for large applications that 
generate a lot of data. 

 
 

No Standards 
Unlike the traditional RDBMS that uses the 
standardised SQL language, NoSQL database 
systems do not have any standards. Each data-
base vendor has their own implementation. This 
can potentially result in vendor lock-in since 
application data cannot easily be moved to 
other vendors.

 

No JOIN 
The lack of JOIN, an ability to query across 
multiple tables in a single query can be a deal 
breaker for some enterprises. Being able to 
query across multiple tables in a normalised 
database is a critical feature of SQL that is miss-
ing or has varying support in NoSQL.  

With the theory of NoSQL out of the way, let us 
dive into seeing how we can use MongoDB in 
a Jakarta EE project using the Morphia library, 
starting with the setup.
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Using MongoDB 

MongoDB is a popular NoSQL document database that stores data in collections of documents. A 
collection in MongoDB is analogous to a database table in a RDMS. A collection is then made up of 
documents. A document is then analogous to a database table row or record in a RDMS. The rest of 
this guide takes a look at mapping Java classes to MongoDB Documents. The database or collection 
that we will be using for this guide is created as part of the setup.  

With the theory of NoSQL out of the way, let us dive into seeing how we can use MongoDB in a Jakarta 
EE project using the Morphia library, starting with the setup. 

The Setup 
For the purposes of this guide, we are going to pull in MongoDB through docker. The latest tagged 
version as of the time of writing is 6.0.4 on docker hub. For uniformity, the Jakarta EE runtime used 
in this guide is also pulled in as a docker image. As of this writing, the latest Payara Community 
tagged docker image is 6.2023.2 on JDK17. Putting all of the above runtimes together, we have the 
following docker-compose.yml file.

version: '3.7' 

services: 

  mongo: 

    image: mongo:6.0.4 

    ports: 

      - "27017:27017" 

    restart: always 

    environment: 

      MONGO_INITDB_ROOT_USERNAME: root 

      MONGO_INITDB_ROOT_PASSWORD: example 

      MONGO_INITDB_DATABASE: jeemongo 

  app: 

    image: jee/mongo 

    volumes: 

      - ./deployments:/opt/payara/appserver/glassfish/domains/domain1/

autodeploy 

    ports: 

      - "8080:8080" 

      - "4848:4848" 

      - "9009:9009" 

https://hub.docker.com/layers/library/mongo/6.0.4/images/sha256-3c8dd1b08f8a2ec0338902affd432b40130e5acf49d6e3a1ca05ff5168100059
https://hub.docker.com/layers/payara/server-full/6.2023.2-jdk17/images/sha256-6b96c248d0e2cf18d6768883a2881389acfd743b13758b15572423373173813f?context=explore
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    restart: always 

    depends_on: 

      - mongo 

    healthcheck: 

      test: curl --fail http://localhost:8080/health/ready || exit 1 

    build: 

      context: . 

      dockerfile: Dockerfile 

The above docker-compose.yml file pulls in the community edition of MongoDB, initialises a root 
user with a password and the collection that will be used for the rest of the guide, jeemongo. The 
setup also exposes the default MongoDB port 27017 to the host machine.  

The actual app image is based on the Dockerfile shown below. In this image, we map a local folder 
to the autodeploy folder of the Payara Server. This folder is watched by the server for .war files. Any 
new file is auto deployed. With this setup, we only have to copy newly built .war files we create into 
it to have it automatically deployed. The exposed ports 8080, 4848 and 9009 are the default HTTP, 
admin and debug ports of Payara. 

The Dockerfile for the Payara Platform Community server is also shown below.

FROM payara/server-full:6.2022.2-jdk17 

ENV PAYARA_ARGS --debug 

EXPOSE 8080 

EXPOSE 4848 

EXPOSE 9009

 With the runtimes in place, the following snippet shows the addition of the Morphia library added 
to the project dependency file.

<dependency> 

        <groupId>dev.morphia.morphia</groupId> 

        <artifactId>morphia-core</artifactId> 

        <version>2.3.0</version> 

    </dependency> 

This pulls in the latest version of Morphia which is version 2.3.0 at the time of this writing. Morphia 
in turn transitively pulls in the MongoDB driver. 
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What Is Morphia 
Morphia is a Java library that originally started as a MongDB Inc project but later got donated to 
the Java community. It is currently developed by a community of volunteer users. You can think of 
Morphia as Hibernate for MongDB and Java. It is an object-data mapper that maps Java classes 
directly to MongDB Documents and back. Morphia takes care of the marshalling and unmarshalling 
of Java classes to MongDB Documents and back.  

It is heavily annotation driven, meaning a lot of the mapping and modelling you will do with Morphia 
will be done through annotations. It has a great query and indexing APIs and is generally very easy 
to pick up. For the rest of this guide, we will look at how you can use this library in your Jakarta EE 
application. For now let us discuss the question of why not use the MongoDB Java driver library 
directly? 

Why Not Use The MongoDB Driver Directly? 
The MongoDB Java driver is a great way to use MongDB in Java applications. If you are already com-
fortable with using it, by all means. However, if you are, like me, a Jakarta EE developer and have 
experience with Jakarta Persistence, then Morphia is the closest in terms of developer experience 
for Jakarta Persistence users within the NoSQL family.  

Morphia mostly uses identical annotation names as you would find in the Jakarta Persistence spec for 
mapping and modelling your data. I believe this makes the library a great option for those looking to 
adopt the MongoDB NoSQL database in Jakarta EE projects with as little a learning curve as possible.  

Data Modelling 
For the purposes of this guide, the following classes will serve as the data models around which all 
subsequent discussions will centre. FIrst the Department Plain Old Java Object (POJO). 

public class Department { 

    private String departmentCode; 

    private String departmentName; 

    private List<Employee> employees = new ArrayList<>(); 

} 

The Department is a simple POJO with three fields. The collection field is a collection of Employee 
POJOs. The Employee class is shown below. 
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public class Employee { 

    private String firstName; 

    private String lastName; 

    private LocalDate dateOfBirth; 

    private BigDecimal salary; 

    private String jobTitle; 

    private int age; 

    private Address address; 

} 

The Employee class is another POJO with simple fields and one Address type field. The Address 
POJO is also shown below. 

public class Address { 
    private String street; 
    private String apartment; 
    private String zip; 
    private String country; 

} 

The Address is another quite boring POJO with simple fields. With these classes setup. Let’s start off our 
data modelling by transforming them to database entities that will be mapped to MongDB Documents.

Mapping Java Classes To Documents With @Entity 

To transform a POJO to an entity that can be mapped to a MongoDB Document such that its instances 
become entries or rows, you use the dev.morphia.annotations.Entity annotation. This anno-
tation marks the annotated class as a Morphia entity. Meaning this class will be mapped to a MongoDB 
Document whose instances will be stored in a collection, in our example jeemongo. 

In the absence of any explicit name passed to the @Entity annotation, the mapped document 
will be the simple class name of the annotated class. For the Employee class, the corresponding 
document will be ‘employee.’  
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Mapping Primary Keys With @Id 

One of the cardinal principles of data storage is that each unit of stored data should have a uniquely 
identifying key. This principle holds for both RDMS and NoSQL. The above data models shown will 
need fields designated as identity fields. An identify field will be the technical, database level, default 
uniquely identifying column of each inserted document.  

Morphia has support for mapping two types as identify fields in Java classes. The first one is the 
native MongoDB type org.bson.types.ObjectId. The second one is a simple Java String type. 
To declare a field as the identity field of a document, you annotate it with dev.morphia.anno-
tations.Id. For the data models shown above, we set the identity field of the Department as an 
ObjectId type and that of the Employee class as a String. These classes are respectively reproduced 
below, updated with the two Morphia annotations discussed so far. 

@Entity 

public class Department { 

        @Id 

        private ObjectId id; 

        private String departmentCode; 

        private String departmentName; 

        private List<Employee> employees = new ArrayList<>(); 

} 

@Entity 

public class Employee { 

        @Id 

        private String id; 

        private String firstName; 

        private String lastName; 

        private LocalDate dateOfBirth; 

        private BigDecimal salary; 

        private String jobTitle; 

        private int age; 

        private Address address; 

} 
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Indexing With @Index 

Indexing is an important part of data modelling in order to make querying the data as optimised 
as possible. To index fields using Morphia, you use the dev.morphia.annotations.Indexes 
annotation. This annotation takes an array of one or more dev.morphia.annotations.Index 
annotations. Each @Index annotation takes an array of one or more dev.morphia.annota-
tions.Field and optionally an dev.morphia.annotations.IndexOptions. 

For the Employee entity, we want to index the firstName, lastName and salary fields. Why? Because 
we expect these fields to be the most queried of the Employee documents. And for the Department, 
we want to index the departmentCode and departmentName fields. Putting together what we 
have discussed about @Indexes so far, the updated Employee and Department entities are shown 
below, respectively. 

@Entity 

@Indexes( 

            { @Index(fields = { @Field("firstName"), @Field("lastName") }), 

                    @Index(fields = @Field("salary"), options = @

IndexOptions(name = "employeeSalary")) } 

) 

public class Employee { 

        @Id 

        private String id; 

        private String firstName; 

        private String lastName; 

        private LocalDate dateOfBirth; 

        private BigDecimal salary; 

        private String jobTitle; 

        private int age; 

        private Address address; 

    } 
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@Entity 

@Getter 

@Setter 

@Indexes( 

            @Index(fields = { @Field("departmentCode"), @

Field("departmentName") }) 

) 

public class Department { 

        @Id 

        private ObjectId id; 

        private String departmentCode; 

        private String departmentName; 

        private List<Employee> employees = new ArrayList<>(); 

} 

Customising Mapped Fields With @Property 

The MongoDB Documents resulting from the above mapped entities will have their columns named 
exactly as the corresponding Java field name. So for instance, the firstName field in the Java class 
will be mapped to a firstName field in the corresponding document. You can customise such field-
to-column mappings using the dev.morphia.annotations.Property annotation. So for the 
Employee entity for instance, we can customise the salary field as mapped to the document with @
Property(“basicSalary”). This will map the salary field in the Employee entity to the basicSalary 
field in the corresponding document. 

Creating Entity Relationships With @Reference 

Every non-trivial application will have data models that interlink with each other. One entity can be 
linked as a collection in another. Another can be embedded in another. Yet another entity can be 
linked directly to another. All these relationships are very established and common in the RDMS 
world. For instance a Department will have many Employees. And many Employees can in turn be 
linked to a given Department. An Employee can have an Address, or even a list of addresses. All 
these are established entity relationships that get mapped to the database.  

Morphia entities can have relationships through the use of the dev.morphia.annotations.
Reference annotation. In the original data models shown earlier, a Department has a java.util.
List of Employees. And an Employee had a field of type Address. Let us create entity relationships 
between them using @Reference annotation. The updated Department and Employee entities are 
respectively shown below. 
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@Entity 

@Indexes( 

            @Index(fields = { @Field("departmentCode"), @

Field("departmentName") }) 

) 

public class Department { 

        @Id 

        private ObjectId id; 

        private String departmentCode; 

        private String departmentName; 

        @Reference(lazy = true) 

        private List<Employee> employees = new ArrayList<>(); 

} 

@Entity 

@Indexes( 

            { @Index(fields = { @Field("firstName"), @Field("lastName") }), 

                    @Index(fields = @Field("salary"), options = @

IndexOptions(name = "employeeSalary")) } 

) 

public class Employee { 

        @Id 

        private String id; 

        private String firstName; 

        private String lastName; 

        @JsonbDateFormat(value = "dd/MM/yyyy", locale = "Locale.ENGLISH") 

        private LocalDate dateOfBirth; 

        @Property("basicSalary") 

        private BigDecimal salary; 

        private String jobTitle; 

        private int age; 

        private Address address; 

        @Reference 

        private Department department; 

        

} 
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The Department field employees of type Collection is annotated @Reference(lazy = true). This tells 
Morphia to store the MongoDB com.mongodb.DBRef type as part of the Department collection. 
A DBRef is a collection name and document reference of the collection to which it points. Unlike in 
Jakarta Persistence where you can cascade operations, Morphia expects referenced entities to exist, 
or at least have identities assigned before they can be linked to other entities.  

In the case of the Department, if you try to save a Department with an Employee instance that has 
no MongDB document identifier assigned yet, Morphia will throw an error. So keep this in mind. The 
Employee entity also has a reference back to the Department entity. This is a bidirectional relation-
ship where you can navigate from either end to the other entity.  

The Employee entity has the Address field type. The objective of the modelling is to embed the 
Address into an Employee document. To tell Morphia that an entity is embeddable, you annotate it 
with @Entity but without an identity field. So unlike the Department and Employee entities, the 
Address class, shown below, is annotated @Entity, but without a field annotated @Id. This makes 
the Address class embeddable.

@Entity 

public class Address { 

    private String street; 

    private String apartment; 

    private String zip; 

    private String country; 

} 

Marking Transient Fields With @Transient 

Sometimes you will want a field in an entity to not be mapped to the database. For instance in the 
Employee entity, the age field is something that we would want to compute dynamically anytime an 
instance is loaded from the database. To tell Morphia that the age field should not be mapped to a 
column in the collection, you use the dev.morphia.annotations.Transient annotation. Annotating the 
field will cause it to be ignored in the mapping process. 

CRUD With Morphia 
The above brief annotations will form the bulk of what you will use in your data modelling in your 
applications. With those out of the way, let us look at how to actually save data to a database using 
Morphis.  



A Developer Guide To Jakarta EE NoSQL Development With MongoDB And Morphia

15

The Setup 

If you are familiar with Jakarta Persistence, you know the central component for interfacing with 
the underlying database is the EntityManager interface. Similar to that, the central interface for 
interacting with the underlying MongoDB database is the dev.morphia.Datastore. There are 
different options for initialising this interface. As we are using Jakarta EE, we would want to have a 
single instance of this interface across the entire lifespan of the application. Effectively we want a 
singleton instance of this interface.  

To achieve this, we create a Java class and annotate it with jakarta.enterprise.context.
ApplicationScoped annotation. This marks the class as an application scoped singleton that 
will have only one instance across the lifespan of the running application instance. We then want 
to instantiate the Datastore right when an instance of our singleton controller is created. This way, 
the variable is scoped to the lifespan of the enclosing class. The DataController class below puts all 
these together to instantiate the Datastore.

@ApplicationScoped 

public class DataController { 

private Datastore datastore; 

    @Inject 

    @ConfigProperty(name = "deployment.stage") 

    private String deploymentStage;

    @PostConstruct 

    private void init() { 

        datastore = Morphia.createDatastore(MongoClients.create("mongodb://

root:example@mongo:27017/"), "jeemongo"); 

        datastore.getMapper().mapPackage(HelloEntity.class.getPackageName()); 

        if (DeploymentStage.DEV.name().equalsIgnoreCase(deploymentStage)) { 

            datastore.getDatabase().drop(); 

        } 

        datastore.ensureIndexes(); 

    }    

} 
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We instantiate the DataStore in the init method of the DataController class. This method is annotated 
@PostConstruct, from the Jakarta CDI API, telling the CDI container to invoke this method right 
after an instance of the class has been created but just before the class is put into use. Within the 
method, we call the static createDataStore method on the dev.morphia.Morphia class to 
create an instance of the Datastore interface.  

The createDatastore method takes a com.mongodb.client.MongoClient instance and a data-
base name. The MongoClient is obtained by calling the static create method on the MongoClients 
class, passing in the fully qualified connection URL to the server. In the above example, the connection 
URL is made up of the username and password we set in the docker-compose file.  

After obtaining an instance of the datastore, we tell Morphia which package contains our entities 
for mapping by calling the mapPackage method on the returned dev.morphia.mapping.Mapper 
instance. We then check for a configuration variable pulled in through the MicroProfile Config API to 
check what the current deployment stage is. If it is development, marked by the DepoymentStage.
DEV enum, we drop any databases.  

We do this to always have a clean slate in development anytime the application is deployed. You can 
take different actions based on different configurations. So in a production environment for instance, 
you will only have to pass PROD as the value to the deployment.stage configuration key and that 
block will not execute. The last step with the initialization is calling ensureIndexes on the datastore. 
With all these done, we are almost ready to save entities. 

Using Jakarta CDI  

Another alternative to the above is to use the Jakarta CDI construct of producers to “produce” an 
application scoped instance of the Datastore. Instead of having the DataController class carry out 
the task of instantiating the Datastore, we can separate that task out to another component whose 
sole job is “producing” CDI beans. The DataProducer class shown below does just that.

@ApplicationScoped 

public class DatastoreProducer { 

    @Inject 

    @ConfigProperty(name = "connection.string") 

    private String connectionString; 

    

    @Inject 

    @ConfigProperty(name = "deployment.stage") 

    private String deploymentStage; 

    @Inject 

https://www.payara.fish/resource/build-highly-configurable-applications-on-payara-server-using-the-microprofile-config-api/
https://www.payara.fish/resource/jakarta-ee-cdi-fact-sheet/
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    @ConfigProperty(name = "database.name") 

    private String databaseName; 

    @Produces 

    @ApplicationScoped 

    public Datastore generateDatastore() { 

        var datastore = Morphia.createDatastore(MongoClients.

create(connectionString), databaseName); 

        datastore.getMapper().mapPackage(HelloEntity.class.getPackageName()); 

        if (DeploymentStage.DEV.name().equalsIgnoreCase(deploymentStage)) { 

            datastore.getDatabase().drop(); 

        } 

 

        datastore.ensureIndexes(); 

        return datastore; 

    } 

} 

This class is also an @ApplicationScoped singleton with a single method - generateDatastore. 
The method is annotated @Produces and @ApplicationScoped. The first annotation tells the 
CDI container that this method produces instances of its return type, in this case Datastore. The 
second annotation means that each returned instance from this method should be scoped to the 
entire lifecycle of the application.  

The body of the method is much similar to what we saw earlier in the DataController, except 
that this time around all configuration information is pulled in as configuration variables using the 
MicroProfile @ConfigProperty annotation. For the sample code for this guide, the values are passed 
in through the microprofile-config.properties file. This way, we can change the connection 
URL, database name and connection strings dynamically depending on the deployment stage without 
changing anything in the code.  

With the above construct in place, the updated DataController class, shown below, is now sim-
plified to just make a request for an instance of the Datastore through the Jakarta CDI @Inject 
annotation. It does not concern itself with instantiating its main dependency - the Datastore. This 
task is carried out by a dedicated controller. Such paradigms help you write loosely coupled appli-
cations that can be extended and maintained for a long time. 
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@ApplicationScoped 

public class DataController { 

    @Inject 

    private Datastore datastore; 

} 

Validating Data With Jakarta Bean Validation 

Every non-trivial application will require data validation to ensure the application is processing only 
valid data, within reasonable bounds. Different domains will have different validation requirements 
that range from simple field constraints to complex business process requirements. The default 
validation API on the Jakarta EE Platform, Jakarta Bean Validation can be used to validate applica-
tion data.  

For our data models, we require certain fields to be mandatorily filled in when an instance of each 
entity is received. For such basic requirements, we can use the various constraints annotations 
provided by the Jakarta Bean Validation API. The Department and Employee class are respectively 
shown below, this time with bean validation constraint annotations.

@Entity 

@Indexes( 

            @Index(fields = { @Field("departmentCode"), @

Field("departmentName") }) 

) 

public class Department { 

        @Id 

        private ObjectId id; 

        @NotEmpty 

        private String departmentCode; 

        @NotEmpty 

        private String departmentName; 

        @Reference(lazy = true) 

        private List<Employee> employees = new ArrayList<>(); 

} 
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@Entity 

@Indexes( 

            { @Index(fields = { @Field("firstName"), @Field("lastName") }), 

                @Index(fields = @Field("salary"), options = @IndexOptions(name 

= "employeeSalary")) } 

) 

public class Employee { 

        @Id 

        private String id; 

        @NotEmpty 

        private String firstName; 

        @NotEmpty 

        private String lastName; 

        @NotNull 

        @JsonbDateFormat(value = "dd/MM/yyyy", locale = "Locale.ENGLISH") 

        private LocalDate dateOfBirth; 

        @NotNull 

        @Property("basicSalary") 

        private BigDecimal salary; 

        @NotNull 

        private String jobTitle; 

        @Transient 

        private int age; 

        

        private Address address; 

        @Reference 

        private Department department; 

}

With these annotations in place, we can validate that instances of each entity received do not violate 
the annotated constraints. Depending on where you are using such annotated classes, you can have 
the validation runtime automatically trigger recursive validation through the use of the jakarta.
validation.Valid annotation. For this guide however, we will manually use the API to validate 
instances. The validate method shown below is from the DataController seen above. The method 
takes a java.lang.Object, which is the superclass of all our data models and manually validates 
it with a default jakarta.validation.Validator instance.  

If there are any violations, the API returns a set of jakarta.validation.ConstraintViolation for each 
violation. The method checks if the returned set is not empty, then throws a jakarta.validation.
ConstraintViolationException. If you are using Jakarta REST to expose your application, then 
you can create an exception mapper that will catch this exception and return a custom, much more 
meaningful error message to the client. 

https://blog.payara.fish/returning-beautiful-validation-error-messages-in-jakarta-rest-with-exception-mappers


A Developer Guide To Jakarta EE NoSQL Development With MongoDB And Morphia

20

    private void validate(final Object object) { 

        try (final ValidatorFactory validatorFactory = Validation.

buildDefaultValidatorFactory()) { 

            final Validator validator = validatorFactory.getValidator(); 

            final Set<ConstraintViolation<Object>> constraintViolations = 

validator.validate(object); 

            if (!constraintViolations.isEmpty()) { 

                throw new ConstraintViolationException(constraintViolations); 

        

            } 

        

        } 

        

    } 

Saving And Updating Data 
Saving data with Morphia is as simple as calling the save method on the Datastore instance, which 
returns the newly persisted instance, complete with its identity. To persist an Employee instance, the 
method below first calls the validate method explored above to validate that the instance meets our 
requirements, and if no exception is thrown, calls the save method on the datastore object, passing 
in the Employee entity instance. 

    public Employee saveEmployee(final Employee employee) { 
        validate(employee); 
        return datastore.save(employee); 
    
    } 
The saveDepartment method is not much different from that of the Employee. 
    
    public Department saveDepartment(final Department department) { 
        validate(department); 
        return datastore.save(department); 
    

    } 

The save method of the Datastore interface will save the passed entity if its identity field is null. If 
the identity field is non-null, it will update the corresponding document. You can think of the save 
method as doing the work of both the persist and merge methods of the EntityManager in Jakarta 
Persistence.  
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Saving References 

The Employee and Department entities both have relationships and references with each other. In 
order to save such references we need to make sure one of them is already saved with the identity 
field set. In the real world, a department would/can exist independent of employees. Employees get 
assigned to already existing departments. The Address embeddable however can be saved directly 
as a field in Employee entity instances, and they will be mapped directly as part of the inserted row. 
So we can equally model such workflow in our code by having a method that assigns Employee entity 
instances to a given department.

Morphia Callbacks 

Similar to Jakarta Persistence, Morphia has callback methods that you can implement to have called 
when certain entity operation events occur. Remember the age field in the entity is marked as tran-
sient, meaning it’s not mapped to the database. We did say we expect it to be computed dynamically 
each time an instance is loaded. The way to achieve that is through implementing a post load callback 
method. This method is any method within the entity that will get called right after the underlying 
database row instance has been fully marshalled into a Java object. The following code snippet 
shows a post load callback method for computing the age of each loaded Employee instance. 

Finding Entities 

To assign an Employee to a Department, we need to fetch or load or query that department from 
the database. Morphia has a rich query API for querying data in a MongoDB database. The assign-
Department method below shows the process of querying a department by id. As the id field of the 
Department entity is of type ObjectId, the method takes the same type as the first parameter and 
the Employee entity instance to be assigned.

public Employee assignDepartment(final ObjectId departmentId, final Employee 

employee) { 
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    Query<Department> query = datastore.find(Department.class).filter(Filters.

eq("id", departmentId)); 

    Department department = query.first(); 

    if (department != null) { 

        var updated = datastore.save(employee); 

        department.getEmployees().add(employee); 

        updated.setDepartment(department); 

        datastore.save(department); 

    } 

    return datastore.save(employee); 

    

} 

The method starts by calling the find method on the Datastore object, passing in the type of class 
to find. This call returns a dev.morphia.query.Query object typed to the passed class, in the 
above example Department. We then call the filter method on the returned Query object. The filter 
method takes N number of dev.morphia.query.filters.Filter objects. In the above method, 
we use the convenient Filters class to create an equals filter. The filter reads as “filter the collection 
of Departments and give me one whose id field matches the passed ObjectId instance.” The Filters 
class has a lot of convenient methods such as and, or, in, exists, jsonSchema among others.  

The assignDepartment method continues on by calling the first method on the returned Query object. 
This method returns the first matched entity. Since in our case we are passing the primary identity 
key of the collection, we know there will be either a single entity instance or null. So the method 
appropriately does a null check and then proceeds to now link the returned Department instance to 
the passed Employee instance. The method calls the save method on the datastore to appropriately 
update the entities in the database.  

The Query interface extends java.lang.Iterable, so you can use all the uses for each loop on 
the underlying collection. It also has a stream method that returns a java.util.stream.Stream 
scoped to the underlying class type. This allows you to use the gamut of Stream functions on the 
query. 

Removing Entities 

Removing mapped entities in Morphia entails querying the entity instance from the database, and 
then calling the delete method on the returned Query instance. The code snippet below shows how 
you would delete an Employee instance using its unique identity.

Query<Department> query = datastore.find(Department.class).filter(Filters.

eq("id", departmentId)); 

    DeleteResult delete = query.delete(new DeleteOptions().multi(true)); 
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The code first finds the entity instance by creating a Query. It then calls the delete method on the 
Query instance, passing in a dev.morphia.DeleteOptions object with multi set to true.The DeleteOpions 
in this case is redundant as by default Morphia will only delete the first matching instance returned 
by the query. However, if the query returned more than one entity that you would want all deleted, 
then the DeleteOptions as we have just passed it in comes in handy. A word of caution however, I do 
not generally recommend completely deleting data from the database, within reasonable bounds 
and the confines of the law. I recommend data archiving or anonymisation to full deletion. 

Recap 

In this guide, you learned the basic theory and history of NoSQL databases, their advantages and 
disadvantages, then proceeded to setup Morphia, a Java object data mapper for MongoDB. You 
learned how to map Java classes to Morphia entities which are MongoDB collections, how to save, 
read, update and delete MongoDB collections and records. Along the line you also learned how to 
use various Jakarta EE API constructs to simplify your code and create loosely coupled applications. 
There is a lot to learn about Morphia, so head on to the docs page and see how you can use it in your 
own applications. I hope this guide has shown you how easy it is to use NoSQL on the Jakarta EE 
Platform., and thus how powerful and extensible a modern application development platform it is. 

mailto:sales%40payara.fish?subject=
https://www.payara.fish
https://morphia.dev/morphia/2.3/index.html
https://www.payara.fish/java-ee-jakarta-ee-learning-resources/
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